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MERIT pipeline
STAGE  1
𝜃⁰ basin : Gradient extraction at the 

shared init ckpt (n = 200 calibration / task)

STAGE  2
PCA on cosine sim : Top-r PCA, then 

recursive sample-balanced split.

STAGE  3
𝐾 = 2𝑟 branches : Communication-free 

fine-tuning per branch.

STAGE  4
𝜃̅ merge : One-shot token-weighted avg.

No cross-branch communication. · One-shot merge.

Theoretical implications

I1
T H M  1

Merging gain

Σᵢ 𝑤ᵢ 𝐿(𝜃ᵢ) − 𝐿(𝜃̅!) = ½ Σℓ 𝜆ℓ 𝑉𝑎𝑟#(𝑢ᵀℓ 𝛿) ≥ 0
Curvature-weighted variance reduction :

Never worse than averaging the losses.

I2
P R O P  1

PCA-aligned splitting maximizes the gain

𝒢𝑣𝑎𝑟𝑃𝐶𝐴
∝ 𝜆³ · 𝛼²

PCA aligned split wins : 

Advantage scales cubically with curvature gap.

I3
S E C  4 . 3

Spectral filtering + implicit norm regularization

𝜅𝑒𝑓𝑓 ≪
𝜅 , ‖𝜃̅ − 𝜃⁽⁰⁾‖ < ‖𝜃𝑗𝑜𝑖𝑛𝑡 − 𝜃⁽⁰⁾‖

Faster optimization & tighter PAC-Bayes bound.

Merge-readiness
L M C

0.0 ×10
All 10 barriers 

= 0.0 (3B, K = 4)

D I S P L A C E M E N T

2.4–2.9×
merged stays closer 

to θ⁰ across epochs

T R A I N  ↔ H E L D - O U T

+0.49 → 1.27
higher train loss, better 

held-out → implicit reg.

P E R T U R B A T I O N

𝝈 ≤ 𝟎.𝟏
robust at σ 

∈ {0.01, 0.05, 0.1}

Qwen 2.5-3B VL 
- Trained with 136 Vision-FLAN tasks

Qwen 2.5-7B VL 
- Trained with 176 Vision tasks

Qwen 2.5-3B Instruct
- Trained with 66 text-only tasks

MERIT removes cross-partition gradient sync from instruction
tuning and gains +2.7 on 8 multimodal benchmarks.
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